
 

OutSystems Agent Workbench FAQ 

1.​  What’s Agentic AI? 

Agentic AI is the technology that builds on generative AI and powers AI agents so they 
can act autonomously without human oversight. Agentic AI systems ingest vast 
amounts of data from multiple data sources and third-party applications to 
independently analyze challenges, develop strategies, and execute tasks. 

2.​  What exactly is Agent Workbench?  

Agent Workbench empowers enterprises to design, build, govern, and scale agentic AI 
systems. Unlike tools that only cover parts of the agent lifecycle—such as development 
or orchestration—Agent Workbench provides everything customers need in one place. 
With the speed and flexibility of low-code, builders can go from concept to 
production-ready agents fast, while built-in governance, human-in-the-loop control, 
observability, and security ensure agents operate predictably and securely. And 
because it’s part of the OutSystems platform, customers can easily integrate agents 
directly with their existing applications, workflows, and data using APIs,  prebuilt 
connectors, and more so they don’t end up with disconnected tools or siloed AI 
initiative. 

3.​ Why is Agent Workbench such a big opportunity for you? 

Enterprises are racing to operationalize agentic AI, but most are stuck in pilot mode 
because of governance, security, and integration challenges. Agent Workbench squarely 
addresses these barriers - allowing IT teams to create, govern, and scale agents on the 
same trusted platform they already use for apps. This positions OutSystems uniquely 
against SaaS players (rigid, limited scope) and frameworks (flexible but high-code). It’s 
the right product at the right time to capture a fast-growing market. As an OutSystems 
Partner, there’s a big opportunity for you to take the lead in this innovation revolution 
and drive the adoption of Agent Workbench in our mutual customers. 
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4.​ How does Agent Workbench expand OutSystems’ value to 
customers? 

Until now, OutSystems has been known for accelerating application development. With 
Agent Workbench, we extend that value into agent development—helping enterprises 
build both apps and agents on one platform. Customers don’t need separate tools for 
orchestration, governance, or data grounding. This means deeper platform adoption, 
new use cases across the enterprise, and bigger strategic impact with every account. 

5.​ What are the key capabilities of Agent Workbench? 

The OutSystems Agent Workbench key capabilities include: 

●​ AI Model and Data Integrations: Build a foundational layer to power agent 
actions and decision-making. 

●​ AI Agent Lifecycle Management: Create, deploy, and monitor complex AI agents 
with AI-powered low-code agility. 

●​ AI Agent Orchestration: Design and orchestrate multi-agent workflows and 
patterns.​
 

6.​ How is Agent Workbench different from Salesforce, ServiceNow, or 
Microsoft?​
 

●​ SaaS players (Salesforce, ServiceNow): Offer prepackaged agents tied to their 
own ecosystems. Limited flexibility, vendor lock-in, and little control over 
orchestration across systems.​
 

●​ Frameworks (LangChain, CrewAI): Highly flexible but require advanced coding 
and deep AI expertise. Heavy lift for enterprise IT.​
 

●​ Agent Workbench: Combines low-code speed with enterprise-grade 
governance and open integration. You can embed agents across any app, 
workflow, or system—without being locked to one vendor or needing a team of 
high-code specialists 
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7.​ How does Agent Workbench compare to other tools like n8n or 
Zapier?  

Agent Workbench is designed to handle more than just workflows. We are a unified 
platform for both app and agent development, allowing you to build UIs, integrate 
databases, and orchestrate complex, multi-agent workflows. Our execution pricing is 
also benchmarked to be competitive with a more granular and transparent approach. 

 

8.​  What makes Agent Workbench secure and enterprise-ready?​
 

●​ Governance: Built-in controls like access policies, role-based permissions, and 
human-in-the-loop checkpoints.​
 

●​ Guardrails: Define ethical and technical boundaries to prevent unsafe or 
unpredictable actions.​
 

●​ Observability: Full visibility into agent reasoning, tool usage, costs, and 
outcomes.​
 

●​ Enterprise data grounding: Agents are always grounded in your enterprise 
data—structured and unstructured—via OutSystems Data Fabric. This ensures 
outputs are not only accurate but also compliant, auditable, and trustworthy. 

 

 

9.​  What types of companies are the best fit for Agent Workbench?  

Enterprise-scale & growth mindset​
 

●​ 500–10,000+ employees  - At this scale the benefits of automation and AI scale 
materially and budgets exist to fund transformation initiatives.​
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●​ S&P Global found that 72 % of companies were already using AI in at least one 
business function in 2024, up from 55 % in 2023. IDC expects AI‑related spending 
to reach US$632 B by 2028. ​
 

●​ Therefore, companies that are expanding and looking to modernize legacy 
processes (digital transformation or scaling phase) are more likely to invest in 
agentic AI platforms. 

 
Innovation‑mature organizations 
 

●​ In a 2025 technology‑trend report, Gartner predicted that agentic AI will shift 
from <1 % of enterprise software in 2024 to 33 % by 2028 and that these agents 
will handle 20 % of digital storefront interactions and 15 % of day‑to‑day decisions​
 

●​ These forecasts suggest that early adopters who view AI as a strategic 
differentiator will gain competitive advantage. ​
 

●​ Such companies typically have an innovation culture, executive sponsorship for AI 
initiatives, and tolerance for experimenting with emerging tech. 

 

10.​What are some of the customer use cases of Agent Workbench? 

Participants in the Early Access Program for Agent Workbench reported the following 
use cases and results:  

Axos Bank optimized workflows and reduced strain on employees 

Technology-driven financial services company Axos Bank leveraged Agent Workbench 
to transform its internal operations by automating complex, manual tasks. The team 
built an intelligent log analysis agent to interpret error logs and provide actionable 
recommendations, eliminating the need for time-consuming manual analysis. This 
AI-driven approach also extends to automated document mapping, significantly 
improving data accuracy and employee efficiency. With Agent Workbench, Axos Bank 
will enhance operational efficiency, accelerate problem resolution, and reduce the 
burden of manual, repetitive tasks on employees.  
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Thermo Fisher Scientific transformed client operations with a customer escalation 
agent  
Thermo Fisher Scientific used Agent Workbench to transform its customer support 
process. The company built an intelligent Customer Escalation Agent to interpret a 
variety of unstructured data from customer interactions. This AI-driven approach 
eliminates the need for manual triaging and ensures issues are resolved faster. Thr is 
ough OutSystems Agent Workbench, Thermo Fisher can accelerate problem resolution 
and reduce the burden of manual, repetitive tasks on its support teams. 
 
TeamWork streamlined support for improved client and employee experiences 
TeamWork, an international consulting and technology integration group, developed a 
tool with Agent Workbench that gives support teams quick access to ticket information 
and real-time guidance to resolve complex cases. The tool also uses AI agents to 
automate the resolution of routine, low-value tickets, ensuring that support teams can 
dedicate more time to higher-impact issues. This multi-agent system significantly 
enhances operational efficiency and elevates the overall client experience: TeamWork 
anticipates that a notable share of tickets can be resolved automatically, while the time 
required to resolve more complex cases is expected to decrease considerably. 

11.​  Will there be a “Forge” for AI Agents?  

Yes, developers can share and reuse AI Agents through the Forge, just like other 
components. At the time of our GA launch, there are already 20 pre-built Agents on the 
OutSystems Forge, built by the community members and the OutSystems team.​
 

Pricing and Packaging   

12.​ How is Agent Workbench priced?  

Agent Workbench is priced based on both AO (Application Objects) and a new concept 
called "executions." An Agent will count 1 AO towards the account's AO consumption and 
they will also count Executions (new concept). One execution is counted each time an 
agent core is called. This model aligns with our competitors and captures value as your 
agent implementations scale.  All customers get 1,000 "executions" per month included 
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with their license for free. A separate add-on is required for higher usage or more 
advanced features. 

 

 

13.​ Is Agent Workbench available on ODC Personal Edition? 

Yes, Agent Workbench is available on ODC Personal Edition, allowing all customers to get 
started with building agents. 

 

14.​ Is Agent Workbench available on ODC Partner Demo? 

Yes, Agent Workbench is available on the ODC Partner Demo environments, allowing all 
partners to get started with building agents, get trained and showcase Agent 
Workbench capabilities to their customers and prospects. 

 

Technical FAQ  

15.​ Will Agent Workbench support Agent-2-Agent (A2A) and/or Model 
Context Protocol functionalities?  

Agent Workbench already supports integrating MCP Servers, making it easier for AI 
Agents to consume external MCP servers. 

We are also working on an initiative to enable OutSystems logic to be exposed as an 
MCP server. 

 
 

6 



 

 

On A2A we're actively working on two key initiatives: 

1.​ Connect to external Agents using the A2A protocol.  (Possible today, but there is 
no accelerator for it) 

2.​ Expose OutSystems Agents externally using A2A. (Possible today, but there is no 
accelerator for it) 

These capabilities will lay the foundation for advanced A2A support. 

16.​     Will agents be configurable and deployable across all stages of the 
lifecycle? 

Yes. Just like applications, agents can be configured and deployed across all 
stages—from development to production—ensuring consistency and control throughout 
the lifecycle. 

17.​What kind of monitoring capabilities does Agent Workbench provide? 
Does it include application-level monitoring? 

Yes. The Agent Workbench introduces dedicated monitoring capabilities for both AI 
models and AI agents. These insights are available directly within the Analytics console 
on the ODC Portal, giving you visibility into performance, usage, and behavior at both 
the app and agent level. For a deeper look, check out the tech enablement demo. 

18.​ Does Agent Workbench support short-term memory for Agents, like 
User Sessions? Or do we need to rely on entities or external systems? 

The current implementation bootstraps each Agent with an OutSystems entity to 
manage memory. This acts as the default memory store, which developers can fully 
customize. If needed, you can easily extend or replace it with other data sources—such 
as session variables, external databases, or third-party memory services—to better suit 
your use case. 
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